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Abstract
In the market for depression care, physicians face uncertainty about how a newly diagnosed patient will respond to available treatments. I design a framework to analyze
how price and drug promotion influence the physician’s recommendation as she sequentially searches for the best match. Given the large number of treatments available for
depression, I specify a novel decision rule that accommodates large choice sets and
permits correlation in the learning process. In the model, the physician updates her
priors on both the drug tried and drugs with similar characteristics. I find that insurer
policies that prioritize treatments with high predicted patient adherence outperform
commonly-used tiered pricing, both in reducing spending and improving health.
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Introduction

In markets for experience goods, buyers learn about the quality of available products
through experimentation. After testing out one option, they reevaluate the alternatives
to identify those that better match their preferences. In their next decision, buyers
may choose one of the preferred products or may select a less well understood option to
sharpen their opinions further. Many markets feature this search behavior, including
consumers’ purchases on non-durable goods; manufacturers’ choices of suppliers; and
physicians’ recommendations of prescription drugs for their patients.1 The market for
prescription drugs is a particularly important example because improving the pace and
precision of the patient and physician’s learning process has consequences for health.
The health benefits come in two forms: patients may realize better outcomes while on
more tailored treatment and may adhere to the proper drug regimen at higher rates.
I develop a dynamic model of prescription drug choice to ask: what set of insurer
pricing policies and drug promotions can improve physician decision-making, maximizing patient adherence and health while minimizing insurer cost? In the model, these
policies enter both the physician’s initial treatment choice and also interact with the
learning process. If the incentives target treatments with better expected outcomes and
tolerability, physicians will search among those drugs most likely to relieve symptoms
and least likely to cause side effects that discourage patients from continuing treatment.
I focus specifically on the antidepressant market. The potential improvement in
depression care is substantial, as few patients continue treatment to the six month
threshold recommended by the American Psychiatric Association. In my empirical
setting, half of the patients discontinue treatment by the first month and over 90% exit
care before the recommended six months.2 In addition, physicians face uncertainty in
this market about how a new patient will respond to the treatments available. Six
subclasses of drugs compose the choice set, each affecting a distinct set of chemicals
in the brain; physicians cannot predict ex ante which mechanism will work best for a
particular patient.
To analyze this dynamic choice problem, I begin by specifying the physician’s prior
1

Erdem and Keane (1996) and Ackerberg (2003) study consumer products; Crawford and Shum
(2005) examine demand for prescription drugs.
2
Berndt et al. (2002) find that such short treatment spells limit the probability of short-run recovery.
Inadequate treatment duration also nearly doubles the rate of illness relapse (Melfi et al. (1998)). The
resulting increase in depressive symptoms inflicts serious pain: in surveys, patients equate 10 years
living with depression to only 6 years living without it (Fryback et al. (1993)).
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beliefs on the effectiveness of each option. In the model, the physician recommends
a treatment to the patient based in part on the patient’s outcome and in part on her
own private considerations, as in Hellerstein (1998); the patient then decides whether
to adhere to the treatment selected. Using data on the initial treatment choice, I
estimate the individual-specific priors that enter the joint patient and physician decision.
Individuals differ in their preferences over a rich set of drug characteristics, including
price. This helps rationalize the diffuse market shares at the initial decision.
The estimates of these priors illustrate that physicians respond to high patient
copayments by recommending cheaper options; they favor specific highly-promoted
options; and supply-side incentives, such as paying physicians using a capitated rate,
can shift prescribing toward cost-effective options. Finding this effect at the initial
choice, I analyze how price and promotion influence the sequence of treatments provided
to a patient over the duration of his illness.
To measure the dynamic effects of alternative policies in this market requires methodological innovation. Two features of the market complicate the application of existing
tools. First, physicians select from among twenty unique products in the antidepressant
class. The agent—and the econometrician—must hold in memory the expected outcomes and the covariance in outcomes across the twenty drugs when evaluating possible
treatment regimens. This large number of required state variables reflects the “curse
of dimensionality”; traditional computational methods cannot easily handle a problem
of this size.3 Second, when searching for the drug best suited to a particular patient’s
illness, physicians learn about the quality of each drug in a correlated fashion. After
a poor outcome on drug A, physicians may also avoid drug B if it shares those characteristics of A that the patient disliked, such as side effects. The optimal sequence of
products to sample thus depends directly on the similarity among subsets of treatments
within the choice set. If several products share a characteristic, physicians might start
with a drug in this set to learn rapidly about the patient’s match to all of the drug’s
close substitutes.
I accommodate these features by representing preferences over drugs as a function
of individual sensitivities and a set of product attributes, similar to the approach Berry
et al. (1995) employ in the static discrete choice setting. I parameterize outcomes under
each drug as a linear function of these product attributes. Physicians and patients begin
with priors on the coefficients in this parameterization. After trying out a medication,
3

See Aguirregabiria and Mira (2010) for a survey of dynamic discrete choice models and a discussion
of the computational requirements.
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they update their priors on the coefficients associated with the attributes of the drug
sampled. Unlike earlier work on dynamic drug choice, including Crawford and Shum
(2005) and Ching (2010), this learning process permits spillovers: when updating priors
on the coefficients, the physician and patient change their expectation of outcomes under
all drugs that share characteristics with the drug selected previously.
Defining a product as a function of attributes also reduces the dimensionality of
the dynamic problem. With k the number of independent coefficients in the linear
parameterization, the physician need only manage 2k variables, including the means
and variances of each coefficient. Choosing a small value of k, I could proceed using a
direct approximation of the dynamic programming solution to the physician’s problem,
such as the method Keane and Wolpin (1994) propose. However, because I define a
choice purely in terms of observable characteristics, I select a relatively large k to feature
many of the attributes that physicians suggest prompt patient complaints. These drug
features include: (1) efficacy, which differs largely by the drug’s subclass; (2) the side
effect profile; and (3) the frequency of dosing per day. Given this choice of k, solving the
decision problem using backward induction for each patient-physician pair still requires
computing many high-dimensional integrals.
I avoid computing these multidimensional integrals by appealing to an alternative
solution to the physician’s sequence problem developed in the statistics literature by
Gittins and Jones (1979) and applied previously in economics contexts by Miller (1984)
and Bergemann and Valimaki (1996), among others. In the drug choice setting, a
physician can always return to an option that she overlooked initially and it will yield
the same outcome regardless of its place in the choice sequence. The physician and
patient can therefore apply forward induction to solve the sequence problem. Gittins
and Jones (1979) provide a two step decision rule for this setting that reduces the
multidimensional integrals to a series of simpler one-dimensional problems. First, the
physician considers each choice independently, as if it were the preferred option. Given
her beliefs at the time of the decision, she calculates the cumulative outcome the patient
would realize from taking that drug until it is optimal to quit. This sum for each drug is
its “index”. Second, the physician recommends the option with the largest index. The
physician and patient update their beliefs after realizing an outcome and then repeat
this procedure.
The approach vastly reduces computation and also captures optimizing behavior
using a policy that appears more like a ‘rule of thumb’ that physicians may follow in
practice. I discuss the theoretical properties of this approach and show how it improves
3

upon predictions from both a static model and a Bayesian learning model that lacks an
incentive for experimentation.
With the dynamic model, I test the effect of insurer copayment designs and promotion schemes on both the insurer’s long-run costs and patient health, translated to dollar
terms. I find “value-based” insurance designs that set lower copayments for drugs with
higher effectiveness can boost adherence, leading to a dollar gain in patient health that
exceeds the change in cost. These policies outperform commonly-used tiered copayment
schemes. For promotion, I find that marketing the most effective branded products can
enhance patient outcomes by encouraging experimentation with those products most
likely to speed recovery. Insurers may value this practice if the drug’s wholesale cost is
modest.
Finally, I use the information on quit rates in the large census of patient episodes,
filtered through the structural model, to recommended a set of treatments. When patients quit care early, holding price and other incentives constant, it reveals information
on the effectiveness of the drug chosen. The approach of judging efficacy using attrition
rates follows from work by Chan and Hamilton (2006) and Philipson and DeSimone
(1997) in the setting of randomized clinical trials. I extend this idea to observational
data. Relative to the managers of clinical trials, practicing physicians exert far less effort to encourage compliance with the prescribed treatment. As a result, the adherence
rates observed in claims data, while lacking the internal validity of a randomized trial,
nonetheless provide an externally valid impression of patient satisfaction with a drug.
Observed switching patterns in the data identify five treatments with 5-10% higher
rates of adherence and 10-20% fewer switches relative to other options. Existing protocols built from clinical trial outcomes recommend a larger list of products, some of
which far underperform the above treatments in terms of adherence. Thus, in the case
of judging drug efficacy—and possibly for policy evaluation more generally—my results
suggest observed adherence rates provide valuable information missed by treatment
effects in randomized trials.
I proceed in the paper by first describing the market for depression care, the dataset,
and the variation used to identify the parameters of the model in Section 2. In Section
3, I describe the estimation used to initialize the physician’s priors. I then provide detail
on the learning model and the estimation algorithm used to recover its parameters in
Sections 4 and 5. I describe the results and fit of the dynamic model in Section 6.
Finally, I run counterfactual simulations to test the effect of insurer policies on costs
and patient health in Section 7. Section 8 concludes.
4
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Background and Data

2.1

Depression Care

Major depression affects 6.5% of adults in the United States each year. The illness
causes patients to suffer significant impairment in their productivity, with surveys
finding 60% have symptoms severe enough to keep them from performing daily tasks
(Kessler et al. (2003)). I study patients with one of five categories of depression: major depression; dysthymia and depression with anxiety; prolonged depressive reaction;
adjustment disorder with depressed mood; and, depression not otherwise specified.4 I
exclude less severe diagnoses and episodes where the individual does not receive a formal diagnosis. For the serious conditions I study, the American Psychiatric Association
recommends at least 6 months of treatment. I interpret exit before this threshold as
a poor outcome, since few patients with severe diagnoses will recover within that time
frame.
The volume of diagnoses in the United States leads to a large market for drug
treatment. In 2008, patients filled 164 million monthly prescriptions for antidepressants.
As a class, only cholesterol regulators and pain medicines exceeded this volume of sales.
In dollar terms, sales of antidepressants reached $9.6 billion in 2008, roughly 3.3% of
the U.S. prescription drug market.5 If advertising expenditure is roughly proportional
to the class’ share in sales, manufacturers spent $370 million in 2008 on promotion of
antidepressants. I consider how this advertising might affect prescribing behavior in
later counterfactuals.
The antidepressants studied fall into six distinct subclasses according to their effect
on the concentration of serotonin, norepinephrine, and dopamine in the brain. Patients
react idiosyncratically to changes in the concentrations of these chemicals, creating
uncertainty regarding the efficacy of any one biological mechanism for a patient (Murphy et al. (2009)). The medical literature groups the subclasses themselves into two
generations, with “second generation” antidepressants generally dominating the older
subclasses. Of the drugs I study, only tricyclic antidepressants (TCAs) fall into the first
generation. They act non-selectively on chemicals in the brain, leading to greater issues
with tolerability and higher risk of overdose. As a result, “selective” second generation
4

The depression diagnoses listed match the International Classification of Diseases (ICD-9-CM)
codes of: 296.2, 296.3, 300.4, 309.0, 309.1, and 311. Melfi et al. (1998), Pomerantz et al. (2004), and
Akincigil et al. (2007) use similar diagnostic codes in selecting a sample of depression sufferers.
5
“Top Therapeutic Classes by US Sales”, IMS National Sales Perspectives. IMS Health, 2008.
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classes have largely replaced TCAs as the preferred treatment. The second generation
includes: selective serotonin reuptake inhibitors (SSRIs); serotonin-norepinephrine reuptake inhibitors (SNRIs); norepinephrine and dopamine reuptake inhibitors (NDRIs);
noradrenergic and specific serotonergic antidepressants (NASSAs); and serotonin modulators (SMs) (Gartlehner et al. (2007)).

2.2

Formation of the Sample

I draw a sample from Thomson Reuter’s Commercial Claims and Encounters MarketScan database, collecting its patient-level insurance claims data for outpatient visits
and prescription drug services in the years 2003 through 2005. I link this data to patient demographics and plan design features from the Benefit Plan Design MarketScan
database. The individuals recorded in the data include active employees working for a
group of large, self-insured firms in the United States; the employees’ dependents and
some classes of retirees enter the database as well.
To form a sample, I identify patients in the outpatient data who receive a new diagnosis in one of the depression categories listed earlier. Starting from this index office
visit, I collect panel data on the patients’ prescription drug use over the remaining
months of the sample. By conditioning on significant diagnoses in creating the sample,
I avoid observations that reflect off-label use of antidepressants.6 I impose the following
additional screens in creating the analysis dataset: patients cannot have a concurrent
diagnosis of bipolar disorder or schizophrenia or receive drugs that signal these conditions, as these more complicated illnesses require distinct prescribing behavior;7 the
patients’ age must be between 18 and 64, the range for which the data are complete;
patients must visit a health professional with the ability to prescribe all possible treatments in the choice set; and, patients must not be pregnant, a condition that involves
serious drug contraindications. To avoid patients whose illnesses began before the sample period, I restrict the sample to exclude individuals prescribed medications in the
first six months of data.
The initial filters lead to a dataset of 102,780 unique patient episodes of depression
care, comprised of 267,390 observations on antidepressant prescriptions. The individuals are members of 307 insurance plans, each with a distinct set of required drug
6

In addition, I exclude patients who suffer from depression but receive either another diagnosis or
none at all. My sample thus reflects care for patients with more identifiable depressive symptoms.
7
Patients excluded due to comorbidities have a diagnosis with one of the following ICD-9-CM codes:
bipolar and manic disorders (296.0, 296.1, 296.4-.8) and schizophrenic disorders (295.0-295.9).

6

copayments. Plans also differ in their physician payment schemes, with some offering
capitation contracts to primary care physicians. These contracts specify an annual
lump sum payment per patient treated rather than reimbursing the physician for each
office visit.
To define the end of a patient’s treatment episode, I look for a gap of 90 days
within the treatment history where the patient neither fills a prescription nor visits his
physician. If such a gap occurs, I end the episode at the last prescription observed
before the 90 day wash-out period. If the individual appears again in the data after
this period, I treat the new observations as composing an independent episode.8 Using
this definition of an episode, 35% of patients do not fill a prescription in their episode;
22% of patients fill one; 13% fill two; 9% fill three; and 6% fill four. 15% have episodes
involving between 5 and 30 filled prescriptions.
In July 2003, physicians chose a treatment from a set of 17 unique products.9 The
choice set evolved over the sample period. Citalopram, the generic form of Celexa,
entered in November 2004 and a new SNRI, Cymbalta (duloxetine) entered in August
2004, providing 19 drug options and one non-drug outside option by the end of the
sample period. I allow the patient to face the latest choice set at each decision point in
his observed episode.

2.3

Variation for Model of Initial Choice

The model of the physician’s initial treatment choice conditions on the insurer’s cost,
the patient’s copayment, drug efficacy, side effects, and dosing convenience. The MarketScan database contains the important price variables. Its “ingredient cost” variable
reflects the insurer’s cost for a drug excluding rebates; the copayment reported is the
plan-specific and drug-specific cost patients face when filling a prescription. In Figure
1, I plot by drug and year the average patient copayment per month supply, taking
the mean across plans in the sample. The error bars illustrate the standard deviation
8

Roughly 8% of the unique patient identifiers repeat in a new episode over the course of my sample
period. The initial choice in these repeat episodes contributes to the first stage model, and may bias
the mean estimates if they represent a selected sample of drugs. In the data, however, the repeat
episodes begin with a distribution of drugs similar to drugs chosen contemporaneously at the start of
non-repeated episodes.
9
In defining the choice set, I include only drugs maintaining at least a 0.3% market share. This
cutoff rule excludes extremely rare, older generation treatments, such as MAOIs (monoamine oxidase
inhibitors). Their shares are simply too small to permit estimation and to collect price information
across distinct plans.
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Figure 1: Patient copayments by product and year. Error bars show the standard
deviation in copayments across insurance plans in the sample.
of the prices across plans. Copayments vary along three dimensions. First, for most
drugs, average copayments increase over the sample period. Second, across products
in a given year, copayments vary considerably, most sharply when comparing branded
drugs to generic drugs. The largest copayments tend to be for off-patent branded drugs
with generic equivalents. Finally, third, for a product and year, the standard deviation
in copayments across plans is large. Average plans charge patients $20-30 for a 30-day
supply of a branded drug and about $5-10 for a 30-day supply of a generic drug. The
most generous plans require copayments of $0-5 while the least generous require levels
exceeding $50 or more for branded drugs. Given this important variation, I use planspecific and year-specific prices in the later estimation. The insurer cost varies similarly,
as reported in Table 1. Generics cost insurers as little as $5-8 per month supply, with
an average near $40; patented drugs cost two to three times as much.
Information on side effects and daily dosing come from Gartlehner et al. (2007).
The authors examine 2,099 relevant citations from the medical literature, collecting
8
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Table 1: Summary statistics on variables entering the estimation algorithm

information on treatment effects and side effects from each study examined. I report
the dosing requirements in Table 1. I illustrate the variation in side effects by drug
compound in Figure 2. Side effects vary importantly across drug subclasses and, to a
lesser degree, across drugs in a given subclass. Choice behavior both initially and in
the learning model I build later will relate to this variation in side effects.
Finally, in Panel 2 of Table 1, I include statistics on the patient and physician attributes that enter the initial choice model. In the sample collected from the MarketScan
database, 27% of patients suffer from major depression, the most severe diagnosis examined. Of those patients diagnosed with depression, 26% visit a psychiatrist, 47%
visit general practitioners and the remaining share visit other specialists, such as obstetricians. For plan types, 33% of patients receive coverage under a capitated Health
Maintenance Organization (HMO) plan, 14% have non-capitated HMO plans, and the
remaining 53% have Preferred Provider Organization (PPO) or comprehensive plans
with fewer restrictions on office visits and other aspects of care.
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Figure 2: Rates of side effects reported during clinical trials. Percentage rates shown
for each drug, for a selected group of subclasses.
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2.4

Variation for Learning Model

Identification of the learning model parameters requires a sufficiently rich set of observed
switches across products and subclasses with distinct characteristics. I summarize the
switching patterns seen in the panel data in Table 2. Conditional on the subclass
choice at (t − 1), the table lists the fraction of individuals who (1) persist, (2) switch to
another compound within class, (3) switch to another inside class, or (4) exit treatment
at period t.10 The statistics show that individuals tend to persist on treatment at a rate
of 55-70%. The degree of persistence increases over the course of a patient’s episode and
depends importantly on the subclass of the initial choice. Individuals persist at greater
rates when beginning on an SSRI or SNRI, relative to NDRIs, TCAs, and NaSSAs. Of
those who switch at t, 70-80% stop taking medications altogether, 15-20% switch to
another subclass, and the balance switch to a new compound within the same subclass.
To illustrate the timing of switches, I include in matrix form in Table 3 the share of
patients who remain on the initial choice at different decision points within an episode.
Conditional on the level of adherence, about 10-15% of patients switch at the first decision point. Physicians appear to learn quickly about a patient’s match to a treatment.

3

Initial Condition

To initialize the learning process over the choice of drug regimen, I estimate a reduced
form model of behavior. In the model, the physician recommends a treatment to
the patient who then decides whether to fill the prescription. The utility underlying
the physician’s choice is a joint function of the patient and physician’s preferences,
as in Hellerstein (1998). I represent preferences over drugs as a function of patient
demographic data, the physician’s specialty, and drug characteristics.
I relate the first period choice to the important drug features in a linear specification.11 The patient cares about an option’s: (1) copayment; (2) efficacy, summarized
10

Decision points, t, roughly correspond to one month of treatment. In cases where the physician
writes a 90 day prescription, the decision point corresponds to three months. When a patient returns
for follow-up before completing the initial prescription, the decision point corresponds to the observed
number of days between office visits.
11
Unlike earlier work on drug choice, including Crawford and Shum (2005), I choose a utility form
for the physician that assumes risk neutrality. I model risk aversion indirectly via compound-level
indicators. These capture the physician’s concern about a drug’s tendency to cause severe side effects
or prompt increased rates of suicide. I interpret the pace with which an individual switches treatments
as an indication of the precision of the learning process rather than as risk aversion.
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Table 2: Observed continuation decisions (switch vs. persist)
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Table 3: Patients persisting on the initial drug choice (in %)
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by drug subclass indicators; (3) side effect profile; (4) daily dosing frequency; and (5)
branded status. To simplify computation, I rely on a discretized version of the nausea
variable to proxy for the overall side effect profile of a drug.12
Products in this market are differentiated both horizontally and vertically. With
the same out-of-pocket cost, patients would prefer products with lower side effects and
more convenient dosing, albeit to different degrees. However, if these attributes and the
patient copayment were set equal across drug options, physicians would still prescribe
a diffuse set of drugs because the treatment effect of each drug differs by patient. I
account for these horizontal and vertical components by introducing the copayment
r,P atient
level, side effects, dosing frequency, as well as drug category indicators in Xijt
.
These variables have random coefficients, allowing patients to differ in their sensitivity
to each.
Two additional characteristics influence the expected outcome under a treatment.
First, the likelihood of recovery under each of the drug subclasses may depend on
the patient’s specific diagnosis. To allow expected outcomes to differ by diagnosis, I
interact an indicator for the severity of the patient’s diagnosis with the drug category
indicators. Second, I allow patients to prefer branded treatments, all else equal, by
creating an indicator variable for branded products. These additional variables enter
Xijf,P atient with coefficients fixed across individuals:
r,P atient
P atient
Uijt
= ai Xijt
+ bXijf,P atient + εPijtatient

(1)

Here, εPijtatient accounts for a patient’s unobserved utility for choice j at time t. This
might reflect, for example, the patient’s exposure to advertising for drug j at time t.
The physician incorporates the patient’s utility when making her recommendation.
However, she may have distinct preferences. I explicitly allow for both observable and
unobservable physician-specific components in the utility function. First, I include
indicators for each drug compound in the specification.13 These indicators together
capture the physician’s unobserved private benefits to prescribing drug j. For example,
if the manufacturer of drug j routinely sends detailing agents to the physician, she may
respond by prescribing the drug more often. The estimation will then return a positive
coefficient on the j-specific constant.
12
In interviews I conducted, physicians report switching drugs most often following complaints of
nausea.
13
Because there are discrete product characteristics in the model, I include only those drug indicators
the data can identify. Table 4 includes results from a specification without drug-level indicators.
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Second, I allow the insurer’s costs to enter the specification. Insurers may pay
physicians using lump-sum capitated payments or may design bonus schemes that pay
out with a reduction in the total cost of the prescriptions a physician writes. I include
the insurer’s cost in the utility model with a random coefficient. I also interact a
r,P hysician
capitation indicator with this cost. Xijt
represents the insurer’s cost. All other
f,P hysician
effects enter Xijt
with coefficients common across individuals. Finally, εPijthysician
captures time-varying unobservables, such as whether the physician has manufacturer
samples on hand at period t. The joint utility, incorporating the patient’s utility in (1),
takes the following form:
P hysician
r,P hysician
f,P hysician
P atient
Uijt
= γUijt
+ ci Xijt
+ dXijt
+ εPijthysician

(2)

f
r
= (γai , ci )Xijt
+ (γb, d)Xijt
+ γεPijtatient + εPijthysician

(3)

f
r
+ εijt
= βi0 Xijt
+ α0 Xijt

(4)

I cannot separately identify the relative weight of the patient’s preferences, denoted
γ, in the physician’s recommendation. I focus instead on estimating the parameters of
the joint utility function, (βi , α), with a single idiosyncratic term, εijt , that combines
patient and physician-specific unobservables. I allow the sensitivity to price, side effects,
subclass indicators, and dosing frequency to be specific to the physician-patient pair.14
I use a Bayesian Markov Chain Monte Carlo (MCMC) procedure for estimation.15
Four key findings emerge from the parameter estimates, reported in Table 4. First,
physicians respond importantly to patient price: the coefficient on log copayment equals
-.52 and is highly significant. The estimated standard error of the random coefficient is
.36, suggesting that 82% of individuals respond negatively to price increases. Physicians
may respond to copayment levels due to requests from patients or after receiving socalled “blue letters”–warnings from an insurer when a physician prescribes expensive
medications too often. The implied elasticities fall near the center of the range of .8 to -.1 identified in a meta-regression analysis by Gemmill et al. (2007). Demand
for off-patent branded drugs and older generation treatments, like TCAs, prove most
elastic.
14
Mixing over the distribution of sensitivity parameters produces correlations in the unobserved
portion of utility for products with similar observed characteristics. This breaks the Independence of
Irrelevant Alternatives property of a simple logit model, which is undesirable in this setting (McFadden
and Train (2000)).
15
To reduce computation time, I estimate the model using a random sample of 50,000 patients drawn
from the raw data, retaining the entire time series for the selected patients.
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Table 4: Mixed logit estimates based on first choice data

Table 5: Comparison of estimated drug fixed effects with advertising expenditures
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Second, the coefficients on subclass indicators show that physicians have preferences
over classes, despite little evidence from clinical trials that second generation antidepressants differ in efficacy. Holding other observables constant, physicians on average
prefer SSRIs, SNRIs, and serotonin modulators. The mean effects will feed into the
dynamic model and influence the design of a new treatment protocol.
Third, paying physicians by capitation can influence decision making. Specification
(2) includes an interaction that allows capitation to change the physician’s sensitivity
to insurer costs. The coefficient of this interaction is negative and highly significant,
demonstrating that physicians paid by capitation are more sensitive to the total cost
of a drug. There are multiple hypotheses to explain precisely how capitation influences
decisions. Dickstein (2011) tests these hypotheses using both patient and physicianlevel data.
Fourth, the drug-specific fixed effects in the model suggest a possible role for marketing in the physician’s choice. In Table 5, I compare the estimated fixed effects with
promotional data from the pre-sample years of 2001 to 2003.16 The data include both
manufacturer expenditures on detailing as well as the volume of samples provided to
clinicians for each drug. The raw correlation between drug effects and various measures
16

Personal Selling Audit/Hospital Personal Selling Audit. Verispan, Inc., 2003. Also, Integrated
Promotional Services, IMS Health, 2003.

16

of advertising lies between .73 and .88. I exploit the correlation between advertising
and the fixed effects in later counterfactuals.

4

Learning Model

Patients react idiosyncratically to drug treatments, requiring the physician to adjust
her recommendation after the patient reports his experience. The divide between the
physician-agent and the patient complicates this dynamic choice: following a poor
reaction to a drug’s side effects or if the drug provides no relief of symptoms, the
patient may choose to quit treatment entirely. To ensure the best long-term outcome,
the physician must therefore recommend a sequence of treatments that balances the
expected relief from symptoms with a level of side effects or costs that will not cause
the patient to quit treatment prematurely.
I feature this trade-off in the joint patient and physician utility function by including
drug efficacy, price, side effects, and dosing convenience in the specification. I describe
below the Bayesian updating process physicians and patients use and the decision rule
they employ after updating.17

4.1

Utility and Outcomes

I reframe the joint patient and physician utility in (4) to separate the drug features that
patients and physicians learn about over time from those that are known ex ante. The
utility for individual i under treatment j in period t will be a function of: (1) known
elements, fijt ; (2) a measure of the unknown effectiveness of drug j for patient i, vij ;
and (3) a noise component, Wijt :
Uijt = fijt + vij + Wijt

(5)

The variables in fijt include patient copayments, insurer prices, the branded status
of j, and drug-specific effects. At time t, both the agent and the econometrician know
their values; physicians do not learn about these attributes from experience. I include
an idiosyncratic logit shock, εijt , in fijt to capture time-varying unobservables, like
17

The patient can remain in treatment or exit care but cannot switch to another physician during
a treatment episode. As a result, changes in medication reflect learning within one physician-patient
pair. I eliminate episodes from the sample that involve switching from a general practitioner to a
specialist; this occurs in less than 1% of episodes.
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the availability of manufacturer samples. The econometrician does not observe this
element, though the physician and patient do. I apply the mean coefficients estimated
in the initial stage model to form fijt , implying that prior preferences are well-captured
using the cross section of initial choices.
The second component, vij , reflects the patient’s match to drug j in terms of health.
In interviews I conducted, physicians report switching treatments when the initial drug
failed to improve the patient’s symptoms, when it led to intolerable side effects, or when
it proved inconvenient to take at the required daily intervals. I define vij as a linear
function of those drug attributes, zj , that cause physicians to reevaluate a patient’s
treatment regimen: (1) drug subclass variables to proxy for efficacy; (2) a discretized
nausea side effect variable built from the clinical trials literature, and (3) a dosing
frequency indicator.
The characteristics of drug j, zj , are known to the physician and the econometrician.
However, neither knows ex ante how the patient will react to these characteristics. The
coefficients on the zj are thus individual-specific. Physicians and patients form normal
priors on this coefficient vector, βi , to update with patient i’s experience:
vij = zj ∗ βi , where βi v N (βi,0 , V0 )

(6)

Here, I set the mean of the distribution of βi equal to the estimates from the initial
condition. The elements of βi are independent such that V0 is a diagonal matrix.
Finally, Wijt is an unknown shock to outcomes that is independent of the components in fijt and vij and may vary by (i, j, t). It follows a normal distribution with
2
, and a mean set equal to zero. It reflects individual or drug-specific atvariance, σW
tributes affecting the patient’s health outcome that are not captured by the included
characteristics. For example, if a patient loses his job or has a family crisis in period
t, the physician cannot easily determine whether the patient’s outcome relates to the
drug he tried or to external factors.18
The observed outcome depends on both the drugs’s effectiveness and environmental
features:
ybijt = vij + Wijt = Uijt − fijt
18

Randomness in outcomes may also relate to the individual’s temperament. Physicians may have
difficulty identifying the effectiveness of the treatment when patients report a range of symptoms or
have multiple comorbidities. To capture this, one could extend this model to allow the variance to
differ by blocks according to the Charlson comorbidity index, a measure of a patient’s overall health
(See Charlson et al. (1987)).

18

2
Conditional on βi , ybijt follows a normal distribution with variance σW
. I collect outcomes for t = 1, ..., T independent realizations:







ybi,1
z(di,1 )





2
 ...  |z(di,1 ), ..., z(di,T ), βi v N  ...  βi , σW ∗ IT 
ybi,T
z(di,T )

(7)

Here, di,t is the identity of the individual’s choice at t and z(di,t ) is the observable
vector of characteristics of that choice. The distribution is not degenerate because of
the unobservable, Wijt . In the structural model of the agent’s choice, the decision at
time t depends only on ybi,s from prior periods s = 1, ..., t − 1.

4.2

Bayesian Updating

The physician’s goal is to learn about the patient’s sensitivities to a set of drug characteristics. By specifying the patient’s preferences as a function of drug attributes, I
permit spillovers in learning. The physician and patient learn about the patient’s match
to all drugs that share at least one characteristic with the drug sampled.
The physician and patient update their beliefs about the coefficients, βi , after observing realized outcomes under previous drug recommendations. Formally, using Bayes’
rule, the posterior for βi at time (T + 1) is the product of two components: a likelihood
on the T outcome realizations to date, Ybi,T = (b
yi1 , ..., ybiT )0 , and a prior distribution on
βi :
P (βi |Ybi,T , Z) = L(Ybi,T |βi , Z)g(βi |βi,0 , V0 )
where Z is a T xK matrix holding the covariates, zj , in row t if the physician chose drug
j at t. I repeat expressions (6) and (7), in which I specify a normal prior on the Kdimensional βi and independent normal distributions for ybi,t at t = 1, ..., T , conditional
on (Z, βi ):
βi v N (βi,0 , V0 )
2
Ybi,T |Z, βi v N (Zβi , σW
∗ IT )

Given the normal likelihood and prior, the posterior is normal with parameters
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∗
∗
(βi,T
, Vi,T
) after updating from T periods of experience:
∗
∗
βi |Z, Ybi,T v N (βi,T
, Vi,T
)
∗
2 −1 −1
Vi,T
= (V0−1 + Z 0 Z(σW
) )
h
i
−1
0
2 −1
∗
∗
b
βi,T = Vi,T ∗ V0 βi,0 + Z Z(σW ) ∗ βi

where βbi = (Z 0 Z)−1 Z 0 Ybi,T
The updating process is akin to a Bayesian analysis of the classical regression model,
here a normal linear model (See Gelman et al. (2004) or Zellner (1971)). This appears
clearly from the manner in which Ybi,T enters the posterior mean: the predicted βbi uses
∗
the standard formula for a regression coefficient. The updated variance, Vi,T
, combines
−1
two sources of variation. The first, V0 , reflects uncertainty about the true value of βi ;
the second term is due to fundamental variability from the model.
The values of the posterior parameters over time depend on the rows of Z and on
2
2
, the less information the agent gains from experience,
. The larger is σW
the size of σW
2
∗
∗
since large σW
implies noisy outcomes. From the expressions for (Vi,T
, βi,T
), the terms
2
∗
∗
involving σW will go to zero. The posteriors (βi,T , Vi,T ) then approximately equal their
priors, (βi,0 , V0 ).

4.3

Physician’s Recommendation

After updating her beliefs on βi conditional on outcome realizations, Ybi,T , from periods
t = 1, ..., T , the physician must recommend an option in period T + 1. After processing
the information from past experience, she can follow one of two approaches in her next
recommendation. First, the physician may learn from experience but fail to consider the
future implications of her decision. I label this behavior ‘Bayesian-myopic’, following
the terminology of Brezzi and Lai (2002). The Bayesian-myopic physician maximizes
expected utility, given past experience:
max E(Ui,j,T +1 |βi,0 , Z, Ybi,T )

j∈1,...,J

(8)

She updates her priors at T + 1 using outcomes, Ybi,T , from t = 1 up to T .
In the data, physicians occasionally switch a patient from the first drug chosen to
one with a much lower expected outcome. To rationalize this pattern with the Bayesianmyopic model requires very large variances on the estimated coefficients, βi . That is,
20

the patient’s outcome would have to be quite extreme for the physician to update her
priors in a way that raises the expected outcome of a seemingly weak option above all
others in the choice set.
I rationalize the observed patterns using a second approach. I allow the physician to
look forward, accounting for the patient’s outcome over his entire episode of care. Under
this assumption, the physician may experiment with lesser-known options to identify
those that produce a superior outcome for her patient. Below, I define a decision rule
that solves the physician’s dynamic discrete choice problem. I compare the fit of this
forward-looking decision rule against estimates from a Bayesian-myopic model.
4.3.1

Dynamic Programming Solutions to the Drug Choice Problem

Given the set of choices defined in characteristic space, j = 1, ..., J, the physician and
patient choose a sequence of drugs to maximize the discounted sum of returns:
Z

Z
...

Eβ1 ,...,βk

∞
X

!
δ t−1 Yt dΠ(1) (β1 ) · · · dΠ(k) (βk )

(9)

t=1

Here, δ is given and βk are the unknown coefficients in the linear parameterization for
the mean outcome of Yj . The agent forms independent priors, Π, on the elements of β.
The observed state variables include the mean and variances of the coefficient vector,
β.
Most empirical work on dynamic discrete choice problems directly applies dynamic
programming to solve the sequence problem in (9), using the methodology Rust (1987)
or Hotz and Miller (1993) propose. This approach requires conditional independence:
the observed state variables are independent of the unobservables in the problem, conditional on the past choice and past observed state. The unobserved state variables
themselves have independent and identical distributions. In this set-up, the observed
state vector is a sufficient statistic for the current choice. The computational burden
depends only on the dimension of the observed state variables.
For the drug choice setting and for similar choice problems involving learning, the
conditional independence assumption is unlikely to hold. First, there is an unobserved
level of effectiveness of product j for patient i that is persistent over time. The observed
state variables are then no longer a sufficient statistic for the contemporaneous choice;
lagged choices contain information on this permanent unobserved component of utility.
Second, the transitory unobserved shocks to utility may be correlated across choices.
21

The integrated value function in Rust (1987) then no longer has a convenient closed
form.
Keane and Wolpin (1994) adjust the dynamic programming framework to accommodate these features. Their approach assumes a finite mixture over the persistent unobserved state variable and uses simulation to compute the multidimensional integrals in
the value function. Crawford and Shum (2005) apply this approach in related work on
dynamic drug choice. Unfortunately, with larger choice sets, the dynamic programming
solution Keane and Wolpin (1994) provide faces the classic “curse of dimensionality.”
In the antidepressant setting with twenty distinct choices, the method is impossible to
compute. Even when I parameterize choices as a linear function of a smaller set of
k characteristics, the simulation needed to compute k-dimensional integrals for each
patient-physician pair remains costly.
The backward induction process underlying the dynamic programming approach
drives the computation time. I exploit features of the drug choice setting that allow
me to apply solutions that follow forward induction. Under forward induction, I can
transform the multidimensional integrals in the dynamic problem into a series of onedimensional integrals, easing the computational burden. I describe this approach below.
4.3.2

An Index Rule for Dynamic Drug Choice

A forward induction rule requires two maximizations. In an inner maximization, the
agent considers each choice as if it were optimal and determines a stopping time at
which she would prefer to retire rather than continue taking the drug. The agent solves
a one-dimensional optimal stopping problem of this type for each choice. The sum of
returns under each choice, were it taken for the optimal length of time, is the “index”
of the choice. In an outer maximization step, the agent selects the option with the
largest index. This procedure repeats in each period after the agent updates her priors
from past outcomes. I provide a formal description of this procedure in Section 9.1 of
the technical appendix.
Gittins and Jones (1979) prove that the forward induction rule solves the sequence
problem in (9) if the following conditions hold: (1) the decision-maker selects only one
option at t; (2) the options not selected do not contribute to the individual’s outcome;
(3) the options not chosen will produce the same average outcome in later periods as
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they would in the initial period; and, (4) the options are independent.19
The setting of antidepressant choice satisfies conditions (1) and (2): physicians
recommends only one drug per period and patients do not suffer side effects or health
benefits from drugs they do not take. Condition (3) also holds in this setting because
the effectiveness of a drug is not path dependent. When a patient begins on drug A,
all the alternatives, call one B, will remain available with the same effectiveness. That
is, prescribing drug A, followed by B, would be equivalent to choosing B then A, up to
a discount rate.20
The linear structure I place on outcomes under each drug allows me to apply a
decision rule for independent options, under Condition (4). A ‘choice’ is a unique
bundle of k attributes contained in the vector of characteristics, z. Agents learn only
about the independent coefficients, β, that serve as weights on the covariates in z.
Rusmevichientong and Tsitsiklis (2010) connect this linearly-parameterized problem to
the standard independent choice problem.21 When the set of unique combinations of
covariates is near infinite, the authors provide a distinct decision rule and show it has
desirable properties. When the space of covariates has a limited number of extreme
points, a standard index rule succeeds because the correlation across drugs enters the
updating process alone; the inner maximization step in the forward induction rule
remains simply a comparison among unique bundles of covariates.
To apply a forward induction rule in my setting, I must compute the one-dimensional
optimal stopping problem for each unique combination of covariates and at each period
in the patient’s episode. I employ a closed form approximation to the optimal stopping
problem provided by Chang and Lai (1987). This numerical approximation is asymptotically optimal as the discount rate, δ, approaches 1. I provide more detail on this
19

See Mahajan and Teneketzis (2007). Whittle (1981) proves that Gittins’ index rule is also optimal
in settings in which new products enter the choice set, provided the entry is independent of the decision
maker’s past choices.
20
This would not be true if the initial drug changed the individual’s physiology such that it foreclosed
use of a second treatment. In the antidepressant example, ignoring minor discontinuation periods,
physicians can prescribe drugs in any order without changing their treatment effects.
21
I replicate the argument in Section 4.1 of Rusmevichientong and Tsitsiklis (2010). If the set of
choices, Zk , is a polyhedral set, then Zk has a finite set of extreme points. I denote this set E(Zk ).
By a standard linear programming result, for all β ∈ <k :
max z 0 β = max z 0 β, where β ∈ <k

z∈Zk

z∈E(Zk )

We can treat each z ∈ E(Zk ) as a unique choice and proceed using algorithms appropriate for settings
with independent options. This is feasible only when the set, Zk , has a small number of extreme
points.
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final computational step in Section 9.2 of the Technical Appendix.
The patient and physician maximize the following index calculated for each choice:
max E(Ui,j,T +1 |βi,o , Z, Ybi,T ) + σi,j,T +1 ∗ h(δ)

j∈{1,...,J}

where E(Ui,j,T +1 |.) is option j’s expected utility at (T + 1) and σi,j,T +1 is the posterior
standard deviation of j’s outcome. I update the coefficients in the normal linear model
for Ui,j,t via the least squares approach described in Section 4.2. In contrast to the
Bayesian-myopic rule in (8), the index rule accounts for the variance in outcomes under
each choice. This rule matches the intuition described earlier: the physician balances
her impulse to choose the drug with the highest expected utility against the incentive
to experiment with lesser-known but potentially superior treatments.22
The function, h(δ), represents a numerical approximation to the boundary of the
one-dimensional optimal stopping problem for each drug. It declines when physicians
discount the future more heavily. When δ is small or when past experience diminishes
σi,j,T +1 , the second term shrinks and the decision rule closely resembles the Bayesianmyopic rule.

5
5.1

Algorithm
Forming Choice Probabilities

I combine information from the initial condition and the learning model to form choice
probabilities. The probabilities begin with the index rule described above. Since the
rule balances the expected mean utility of a choice with its posterior variance, it depends
directly on fijt , the known component of mean utility; on (βi,0 , V0 ), the priors in the
effectiveness component; and on random outcome realizations from periods 1 through
(t − 1), collected in the vector, Ybi,t−1 . Here, fijt includes an additive extreme value
22

The statistics literature labels decision rules of this form “upper confidence bound” designs (Ginebra and Clayton (1995)). The approach accounts for the physician’s incentive to select a drug from
a subclass with a large number of options available. She does so to learn quickly about the quality
of the entire group of products. The prior mean of β for such subclasses will be high both when the
expected quality is high and when there is potential to learn quickly about many options in the choice
set.
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error. The probabilities therefore take a logit form:
hijt (βi,0 , V0 , Ybi,t−1 ) =

exp(Gijt (βi,0 , V0 , Ybi,t−1 ))
P
1 + k exp(Gikt (βi,0 , V0 , Ybi,t−1 )

where Gijt is the index rule.23 However, I cannot use this directly in estimation, since,
as the econometrician, I do not observe either the vector Ybi,t−1 or βi,0 . I therefore
integrate over their distributions. Ybi,t−1 follows the multivariate normal distribution in
expression (7). I integrate the probability of the observed sequence of choices up to and
including period t with respect to past outcome realizations from periods 1 through
t − 1:
Z
2
hit (βi,0 , V0 , Ybi,t−1 ) ∗ ... ∗ hi2 (βi,0 , V0 , Ybi,1 )(f (Ybi,t−1 |βi,0 , σW
)dYb
Ybi,t−1

βi,0 should come from the initial stage mixed logit model. However, again I do not
have a direct estimate of it. Since the initial stage relies only on a single observed
choice per individual, I can consistently estimate the population parameters, (b, W ), of
the distribution of βi,0 but not βi,0 itself. Instead, I use Bayes’ rule to transform the
population parameters from the initial stage into draws from a distribution of β that
conditions on di1 , the observed drug choice in the initial period:
P (di1 |Xi , β, α)g(β|b, W )
k(β|di1 , Xi , b, W, α) = R
P (di1 |Xi , β, α)g(β|b, W )
The conditional posterior reflects the distribution of β for the subset of agents who
would choose di1 when Xi defines the choice situation.24 This posterior does not have a
closed form. I collect R simulation draws from it via a Metropolis-Hastings algorithm.25
Thus, the choice probabilities I use in the likelihood function involve simulation:
Pei =

"Z
R
X
r=1

#
r
r
r
2
hit (βi,0
, V0 , Ybi,t−1 ) ∗ ... ∗ hi2 (βi,0
, V0 , Ybi,1 )(f (Ybi,t−1 |βi,0
, σW
)dYb

Ybi,t−1
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I normalize the index for the outside option to zero, such that exp(Gi,Outside,t (.)) = 1
As discussed by Train (2003), conditional on the underlying parameters of β, (b, W ), the distribuc ). In my bootstrap procedure to estimate the
tion k(.) is exact. However, I estimate (b, W ) as (bb, W
c ) around (b, W ).
standard errors of the second stage parameters, I account for the variation of (bb, W
25
Collecting these draws requires no additional effort. Because I estimate the initial stage mixed logit
via a hierarchical Markov Chain Monte Carlo procedure, I have in storage draws from this conditional
posterior as a by-product of the estimation routine.
24

25

I integrate out the unobserved outcomes, Ybi,t−1 , over the smooth functions his (.) using
Gauss-Hermite quadrature.26

5.2

Simulated Maximum Likelihood

With these simulated choice probabilities for the sequences chosen, I form the following
log likelihood to maximize:
N
X
Log(L) =
log(Pei )
i=1

I search over the diagonal elements of V0 and the variance of the idiosyncratic outcome term.27 I find the appropriate standard errors of the resulting estimates using a
bootstrap procedure described in the Technical Appendix (Section 9.3). In brief, I take
random draws from the initial stage posterior distributions and use each in a bootstrap
sampling procedure that computes the learning model. I account for variation in βi,0
away from E(βi,0 ) and for the fact that I plug in estimates of the population parameters
of βi,0 found in the initial stage.

5.3

Identification

There are three distinct sets of parameters to identify. First, I estimate the parameters of a mixed logit model to set the physician and patient’s priors. In the initial
condition problem, each patient faces plan-specific choice characteristics that also vary
by the calendar year of the patient’s visit. The variation in the choice characteristics
produces distinct initial period drug shares, which identifies the fixed coefficients and
the population mean and variance of the random coefficient distribution.28
Second, using the panel data, I estimate the variances on the coefficients in the
linear outcome function. Similar to Crawford and Shum (2005), the identification of
these variances depends on how aggregate drug shares change from the first period
of treatment through to later periods, calculated across patients. If the shares of a
26

Each element of Ybi,t−1 = (b
yi,1 , ..., ybi,t−1 ) follows a normal distribution. The mean and variance of
the distribution in each period s depend on the choice at s. This allows me to simplify the dimension of
the integration to be only as large as the number of distinct choices in the sequence. See Judd (1998)
for a discussion of the numerical properties of quadrature.
27
As a check on the consistency of my estimation via simulated maximum likelihood, I increase
tenfold the number of simulation draws used in the optimization. The results change very little.
28
Bajari et al. (2009) and Berry and Haile (2009) provide a formal nonparametric identification
argument for the distribution of the random coefficients in a mixed logit model.
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product change little, then the model would fit smaller variances on the coefficients of
characteristics that compose that product. For example, if a drug in the SNRI class
maintains roughly the same market share at each point across the sample of patient
episodes, the variance on the SNRI indicator’s coefficient will be small. That the
physician rarely switches away from the initial drug suggests she had tight priors on
the likely outcome under the treatment.
Finally, I estimate the variance of the idiosyncratic shock to the patient’s outcome.
2
This variance, σW
, relates to the rate of learning within each patient’s episode. With
small variance in the shock, switching will occur faster after the initial period. As
the variance in the idiosyncratic component grows larger, physicians and patients learn
relatively less about the quality of the match to a treatment from experience. Physicians
will then require a greater number of observed outcomes before recommending a switch.

6
6.1

Dynamic Model Estimation
Results

The parameters identified from the switching patterns in the panel data include the
variance of the idiosyncratic shock to outcomes and the variances of the coefficients in
the linear outcome function. I report the estimated standard deviations in Table 6,
along with bootstrapped standard errors.
The variances provide insight into the physician’s priors, conditional on the means
fixed from the initial condition. A large variance on the coefficient for a particular
subclass, for example, implies significant prior uncertainty on the efficacy of the class
for any patient. Conditional on the mean, the larger the variance of such coefficients,
the greater is the experimentation incentive in the index rule for drugs with these
characteristics.29 This invites physicians to try out the drug. Following experience,
rates of switching away from the treatment will also be high, since the index value can
drop substantially when the posterior variance of a drug’s effect shrinks. In addition,
large variances on the idiosyncratic component of the outcome implies slow learning—
the physician and patient update very little from experience since outcomes are noisy
signals of a drug’s effectiveness.
29

Large variance in outcomes from a treatment might be undesirable from a malpractice perspective
if it increases the risk of suicide or adverse reactions. As noted in the development of the initial period
model, the level of the estimated drug effect and other discrete components can account for the risk
of rare side effects.
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Table 6: Model estimates
<
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Looking at the estimates, the NDRI and SSRI subclasses have the largest variances,
holding constant nausea effects and dosing. These are often the first treatments prescribed to mildly sick patients, and there is a great deal of uncertainty at this stage
about the value of drug treatment in general. The SSRI subclass also has the largest
number of compounds available within it, making it a desirable class to test out initially.
The significant variance on the side effect variable again suggests physicians begin
with uncertainty about a specific patient’s sensitivity to this drug characteristic. The
variance on dosing and on several of the class indicators are not significantly different
from zero, implying that physicians have tight priors on the relationship between these
characteristics and outcomes. Finally, the size of the idiosyncratic variance fits the high
observed persistence on treatment of 60-70% across decision points. Experience offers
too noisy a signal of a patient’s true match to a drug to allow substantial updating in
each period.
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6.2

Model Fit

I assess model fit in two ways. First, I use the model to predict the aggregate probabilities of switching to the outside good. I compare the observed transitions against
predictions from the dynamic model, from the Bayesian-myopic model, and from a static
model. Second, I compare how well each of these three models predicts the precise drug
selected for the patient at each point within the treatment sequence.
To determine the static predictions, I rerun the mixed logit specification from the
initial stage, feeding in the entire sequence of observed choices for each patient’s episode.
The procedure is static in that it treats all prescriptions chosen within an episode as
independent. For the Bayesian-myopic model, I run an estimation procedure similar
to the full dynamic analysis. The physician and patient update their priors from past
experience, but use a decision rule that maximizes only the expected mean of a choice
without future considerations.
60	

Static  Model  Prediction  (55%)	
Share  of  patients  on  drug  care  (in  %)	
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Figure 3: Share of Patients on Drug Care over Six Decision Points. The static model
predicts a share of 55% at all points (shown as a line in the figure).

Looking first at aggregate transitions, Figure 3 illustrates that the dynamic model
matches closely the observed pattern of patient exit from drug care, with the exception
of decision point 2. The static model fits poorly both at decision point 2 and at all future
29

decision points: it predicts a constant share over time, which the data clearly reject.
Figure 3 also illustrates precisely how predictions from the dynamic model differ from
those of the Bayesian-myopic model. Relative to the observed share, the Bayesianmyopic model underestimates the share of patients remaining in care. Without the
dynamic incentive to try out goods that are less well understood, the Bayesian-myopic
model predicts greater exit to the outside option of no drug treatment.
In a second fit measure, I compute how often the dynamic model correctly predicts
an individual’s observed choice over six decision points. The dynamic model is unlikely
to fit perfectly, given the restrictions placed on the set of covariates. However, as shown
in Table 7, the observed choice matches one of the top three predictions for that patient
at a rate of around 65%. Expanding to the top five choices, the model matches the
observed choice in 77-82% of patients. I compare this fit to the Bayesian-myopic model
and a static model based on market shares. I report the results in Table 7. The dynamic
model selects the observed choice nearly twice as often as does the static model.
The model faces the most difficulty in predicting the exact date the patient will
exit treatment. In the second set of columns in Table 7, I omit from the statistics
predictions at decision points at which an individual exits treatment. For the subset
of periods where the individual chooses an inside good, the model’s top 3 and top 5
predicted choices match the observed choice at rates of 80-85% and 85-90%, respectively.
This fit measure also illustrates sharply the trade-off between using the full dynamic model and the Bayesian-myopic model. In simulations reported in Table 7, the
Bayesian-myopic model outperforms the full dynamic model only in early periods where
the individual exits treatment. In later periods and in periods in which the physician
recommends an inside good, the dynamic model more often predicts the observed choice.
By allowing the physician to reason forward in her selection, the dynamic model can
explain persistence in treatment and the tendency in the data for physicians to try out
lesser-known alternatives.

7

Counterfactual Experiments and Patient Outcomes

I return to the public policy question motivating the empirical work, employing the
dynamic model to predict how copayment policies and promotion schemes affect the
insurer’s net drug costs and adherence.
I simulate the experience of 10,000 sample patients diagnosed in 2005, the latest

30

year in my data. I run two sets of counterfactuals. In the first, I consider a series
of copayment schemes, including uniform pricing and detailed “value-based” insurance
designs, as described by Chernew et al. (2007). The insurer acts as a central planner,
changing the entire vector of prices for the choice set patients and physicians face. In
the second set of counterfactuals, I simulate the impact of promotion for generics and

31

L,0156!5).<+F),+5.<510+M))1<+).73
N!-!5<!56
!"#
!"$
!"%
!"&
!"'
(!)*+$(+,-./01+23+13.-456+4)107
9%8&
9#8$
:=8@
:&8$
:>8$
(!)*+$(+,-./01+23+;-30<5-.+43)*56+4)107
9@8:
:>8%
'$8=
&#8:
$#89
(!)*+$(+,-./01+23+<?-,0
$@8:
$@8'
$@8&
$@8&
$@8#
(!)*+&(+,-./01+23+13.-456+4)107
=>8'
998#
9%8:
9#8@
:=8@
(!)*+&(+,-./01+23+;-30<5-.+43)*56+4)107
=@8%
9#8>
:&8=
'%8:
%>89
(!)*+&(+,-./01+23+<?-,0
%%8:
%%8'
%%8%
%%8&
%%8>
A)!-7+*-!50.!+)2<0,B-!5).<C ++##D>'% ++>&D9>= ++>>D#=' ++++9D@:# ++++&D9%@

L,0156!5).<+F),+5.<510+-.1+)I!<510+M))1<
N!-!5<!56
!"#
!"$
!"%
!"&
!"'
(!)*+$(+,-./01+23+13.-456+4)107
'%89
''8#
'&8:
'%8:
'$8%
(!)*+$(+,-./01+23+;-30<5-.+43)*56+4)107
9&8%
:'8=
'=8=
&=8>
$:8:
(!)*+$(+,-./01+23+<?-,0
$$8&
$#8%
$>89
$>8:
$>8#
(!)*+&(+,-./01+23+13.-456+4)107
:'8:
9#8%
9#8>
9@8=
:98=
(!)*+&(+,-./01+23+;-30<5-.+43)*56+4)107
=#8:
9&89
9@8&
:@8=
%98@
(!)*+&(+,-./01+23+<?-,0
%'8'
%&8$
%%8:
%%8&
%$8=
A)!-7+*-!50.!+)2<0,B-!5).<C ++#=D$&9 ++>=D=%$ ++>$D==$ ++++=D=@> ++++:D@'#

O)!0<CP
>8+Q5!+<!-!5<!56<+,073+).+0<!54-!01+*-,-40!0,<+F,)4+<!0*<+>R#+)F+!?0+0<!54-!5).+*,)601I,08++A?0+<!-!5<!56<+,06),1+!?0+
*0,60.!-M0+)F+*,0156!01+6?)560+<0HI0.60<+!?-!+4-!6?+!?0+)2<0,B01+<0HI0.60+5.+-+M5B0.+*0,5)1D+-66),15.M+!)+!?0+
6,5!0,5).+)F+!?0+<!-!5<!568++(!(+10.)!0<+!?0+*0,5)1+)F+!?0+1065<5).8+SF!0,+*0,5)1+>D+!?0+*,0156!5).<+F),+*0,5)1<+!"#D$D%+
6).15!5).+).+!?0+)2<0,B01+6?)560<+F,)4+<">D888D!R>8P
#8+TU-.1)4T+,-./5.M+*,)2-2575!50<+6-76I7-!01+I<5.M+!?0+?3*0,M0)40!,56+15<!,52I!5).+V<-4*75.M+G5!?)I!+,0*7-6040.!W+
2-<01+).+)2<0,B01+4-,/0!+<?-,0<8P

JK-45.-!5).
E+)F+*-!50.!<+F),+G?)4+!?0+
)2<0,B01+6?)560+0HI-7<+).0+
)F+!)*+$+6?)560<
E+)F+*-!50.!<+F),+G?)4+!?0+
)2<0,B01+6?)560+0HI-7<+).0+
)F+!)*+&+6?)560<

JK-45.-!5).
E+)F+*-!50.!<+F),+G?)4+!?0+
)2<0,B01+6?)560+0HI-7<+).0+
)F+!)*+$+6?)560<
E+)F+*-!50.!<+F),+G?)4+!?0+
)2<0,B01+6?)560+0HI-7<+).0+
)F+!)*+&+6?)560<

Table 7: Model fit - Matching predicted subclass and product choices to observed selections by
patient.

for two branded medications. I proxy for advertising by adjusting the drug fixed effects
that are correlated with manufacturer promotion. I report the simulation results in
Table 8. I use these predictions later to build a new treatment protocol.
To quantify changes in patient health under the alternative policies, I translate the
rate of adherence to an expected number of weeks the patient suffers from depressive
symptoms, assigning a dollar value to the relief from symptoms. I describe the calculation in Section 9.4 of the Technical Appendix. In brief, I use summary results from a
survey of psychiatric specialists that Berndt et al. (2002) conduct. The results include
the panel’s prediction of the median probability of full and partial recovery from depressive symptoms under different treatment categories. They define categories by the
subclass of the treatment chosen and the length of time the patient actually adheres
to the treatment. I use the dynamic model to predict the drug/adherence category for
each patient in my sample; I assign patients the matching recovery probability from the
survey. The number of patients in my sample that fall into each category will differ by
counterfactual policy.
The recovery rates for a patient determine the expected number of weeks in the
four months following the diagnosis that he will suffer from depression. I rely on Lave
et al. (1998) and Cutler (2004) to translate this expected number of weeks into a
dollar measure. In the baseline case, the distribution of treatments prescribed leads
to an average reduction in depressive symptoms after 16 weeks worth $1957, versus a
drug cost of roughly $147. I compare the dollar value of symptomatic relief under the
counterfactual policies against the cost of drug care in Table 9.

7.1

Insurance Design

I measure the effect of three alternative copayment policies on insurer costs and patient
health. For the baseline case, I use the tiered pricing policies defined by the 307 benefit
plans in the database. In the first counterfactual, I set a uniform copayment of $0 for
all treatments. In the second, I set a “value-based” policy, as Chernew et al. (2007)
suggest. I set the copayments for generic treatments to $5 for a 30 day supply. For the
specific branded SSRI and SNRI treatments that lead to the fewest switches and highest
adherence in the raw data and under the model parameters, I also set the copayment
equal to $5. For all other branded treatments, including those with both moderate and
poor predicted adherence, I set the copayment equal to $50 per month supply, the 95th
percentile of observed copayments.
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Table 8: Counterfactual prescription drug costs to the insurer and adherence.
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For all three policies, I simulate rates of adherence over three decision points and
calculate net costs to the insurer, which equal the cost charged by the manufacturer less
the copayments paid by patients.30 I translate adherence to a reduction in depressive
30

Copayments typically return to the insurer indirectly via a bargaining process with the drug
manufacturer (See Levy (1999)).
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symptoms, denominated in dollar terms, and judge the performance of each policy by
its effect on the trade-off between insurer cost and patient health.
Looking first at the $0 uniform copayment policy, the main effect is to increase
the use of branded drugs relative to their generic counterparts. Physicians in the data
express strong preferences for particular brand names and so prescribe them readily
when price effects disappear. The policy leads to a 8.5% increase in adherence by period
3, stemming largely from the increased use of effective SSRIs and SNRIs. However, the
improvement comes at an added cost equal to 58-66% of the baseline level. By lowering
all copayments to zero, the insurer loses the revenue from these patient contributions
and fails to encourage the use of cost-effective treatments. The policy leads to a $115
increase in the value of health above the baseline average of $1957 over four months of
care, but at an added cost of $88.
The “value-based” design offers a four month payoff of $100, below but similar to the
$0 uniform price case. Patients shift to the most effective SSRIs and SNRIs, incentivized
by copayments of $5 per month relative to $50 for branded drugs with moderate or poor
expected adherence. As a result of this shift, adherence increases by 7.4% into the third
month of care. The change in the distribution of treatments prompts an 18-20% decline
in the cost of care, largely due to the shift toward less expensive generic options. The
price incentives that produce the $100 increase in health also reduce the average cost
of care by about $28 over 16 weeks.31

7.2

Promotion

Promotion of particular products can influence physician decisions and alter the efficiency of the depression care provided to patients. The goal of the following exercises
is not to identify the effect of any particular channel of manufacturer advertising, since
I lack information at the individual level on the types of marketing tools employed.
Instead, I study how changing the physician’s prior information set interacts with her
learning process. If manufacturer advertising skews prescribing toward a less effective
drug initially, generating poor adherence over time, policymakers might suitably ban
such ads. On the other hand, if promotion—even of inferior products—leads more patients to begin treatment and realize a positive outcome on drug care, advertising may
31

The projected health gains reflect only a lower bound. If the policy encourages physicians to use
drugs that inspire lower rates of relapse and decreased hospitalizations, the total gains in health may
be higher.
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Table 9: Patient health vs. drug costs, under counterfactual scenarios.
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improve health.
To test the role of promotion, I undertake three examinations. In each, I proxy for
promotion by adjusting drug-specific effects, which are correlated with average advertising expenditure (See Table 5).32 First, I mimic a scenario under which public policy
bans branded advertising by lowering the expected mean outcome for branded medications. Second, I mimic promotion of Zoloft (sertraline), a branded SSRI with generally
high tolerability and efficacy but also a high cost. I increase Zoloft’s expected mean
outcome threefold, to proxy for a percentage increase in advertising to match the drug
with the largest observed monthly advertising in 2003. Third, I increase promotion for
Cymbalta (duloxetine), a newer SNRI treatment with above average treatment effects
32

The existing level of advertising may be endogenous: if advertising is less effective at encouraging
the use of a treatment, manufacturers likely reduce promotion. I do not model supply-side decisions
here, but merely examine how changing the physician’s information set alters the learning process.
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but lower average tolerability. I increase Cymbalta’s expected mean effect by the same
percentage as for Zoloft.
Banning branded promotion leads to a 2.2% decrease in the use of drug care, either
because physicians write fewer prescriptions or patients decide not to fill a prescription
in hand. The main effect, however, is to shift the distribution of prescriptions. Generic
SSRIs gain 27% in share, with generic NDRIs gaining 5% in share in the first period.
The change in distribution leads to cost improvement of around 22-25%. Adherence
falls both because the policy fails to increase initiation and incentivizes all generics,
even those with poorer properties. Under the policy, the value of health decreases by
$40 while the cost savings per patient equal only $34.
Increasing Zoloft advertising produces a majority share for Zoloft of 62% from a
baseline level of 16%. After three periods, that share remains around 45%. Adherence
increases by 5.9% into period 3, while costs rise by 23-28%. About 4/5 of this cost increase comes from the greater use of Zoloft, which carries a higher manufacturer price
(before rebates) than generics; the remaining one-fifth is due to improved adherence.
While the increase in adherence shows the value of advertising for effective products,
the cost/health trade-off compares unfavorably with that of “value-based” copayment
design: health, in dollars, increases by $83, but at an added monthly cost of $36. In
addition, if the insurer were to mimic the manufacturer’s advertising to increase adherence, it would incur promotional expense. To provide some comparison, in 2003, the
manufacturer of Zoloft spent $8.75 million a month on detailing to clinicians, delivering
1 million sample packages to physicians’ offices.33
In the final examination, the increase in Cymbalta’s advertising boosts its share
from a baseline of 1.5% to 12% in period 1. Adherence improves only 1.5% over the
baseline case, possibly due to Cymbalta’s higher rate of side effects. Costs rise between
2 and 9%, leading to an added average cost over 16 weeks equal to $5. This is smaller
than the modest value of the gain in health, worth $23.

7.3

Discussion of Policies

The simulations highlight two key features of decisions in this market. First, after accounting for learning, the largest gains in patient outcomes occur when policies promote
treatments with above-average efficacy and tolerability. Costs improve when the policies
use either advertisements or lower prices to encourage the cheapest products within the
33

Personal Selling Audit/Hospital Personal Selling Audit. Verispan, Inc., 2003.
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set of effective options. This is precisely the approach of value-based insurance design,
on the price dimension, and “academic detailing”, as described by Soumerai and Avorn
(1990), on the promotion dimension. However, the policies differ in costs. Given information technology, the creation of multiple tiers for pricing involves little additional
expense. Advertising, however, is costly. A small-scale academic detailing program in
Pennsylvania in 2006 required $1 million a year in funding.34
Second, manufacturer promotion may be beneficial as a matchmaker even if its
purpose seems more to persuade than inform (See Anand and Shachar (2011)). The
results from the promotion of Zoloft and Cymbalta suggest that while promoting an
effective product boosts adherence and health more, promoting a lesser option can
improve health if it nonetheless encourages experimentation. Consumers then learn
about their match to specific characteristics of the product, find better options, and
adhere at higher rates.

7.4

New Protocol

Finally, using the estimated rates of adherence by drug treatment from the baseline
model, I build a new treatment protocol. Rather than employ price and promotion
incentives to encourage physicians to prescribe the most cost-effective products, one
can instead present information on adherence directly to physicians.
Past theoretical and empirical work supports the notion that adherence or attrition
rates can provide valuable insight on effectiveness. Philipson and DeSimone (1997),
for example, argue that randomization and blinding in clinical trials may not actually
produce unbiased treatment effects when trial subjects are Bayesian and actively learn
about the effectiveness of the experimental drug. Attrition rates, in contrast, summarize
the effect of all unobserved aspects of a treatment that make it undesirable. Chan and
Hamilton (2006) judge the value of attrition rates empirically using data from a trial
of HIV treatments. I extend this notion to adherence rates in insurance claims data.
Since physicians in practice expend considerably less effort to ensure patient adherence
relative to the managers of clinical trials, the observed rates of quitting treatment
provide an externally valid measure of a drug’s effectiveness.
In Table 10, I report the predicted rates of adherence by drug compound along with
the recommendations for antidepressant treatment from three published protocols. In
34

Scott Hensley, “Negative Advertising: As Drug Bill Soars, Some Doctors Get An ‘Unsales’ Pitch,”
The Wall Street Journal, March 13, 2006, sec. A, p.1.
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Table 10: Treatment recommendations from published protocols vs. the dynamic model’s recommendations. X’s within a row indicate the protocol recommends the drug compound.

the final column, I include my own protocol built from the dynamic model’s predictions.35 I use a quit rate of 20% at the second decision point as an upper threshold for
recommending a product. There are two main distinctions between the model-based
protocol and existing recommendations. First, the new protocol de-emphasizes NDRIs
and TCAs. Although clinical trials generally show little difference in efficacy between
subclasses, these two classes prompt high rates of switching in the panel data. Second,
while no existing protocol differentiates among available SSRIs, the model suggests using off-patent compounds fluoxetine (Prozac) and paroxetine (Paxil) over alternatives.
This preference arises both from the lower cost of these drugs and from greater tolerability. The comparative effectiveness review by Gartlehner et al. (2007) provides some
support for the model’s recommendation. Sertraline (Zoloft) inspired slightly greater
gastrointestinal side effects than comparable SSRIs; the model predicts it having relatively weaker adherence.
The results suggest observed attrition rates can enhance existing protocols. Crismon
et al. (1999), in their algorithm design project, argued for using such analyses, but found
few credible studies to incorporate. The methodology developed here can help fill this
evidence gap cheaply.

8

Conclusion

I specify a model of learning that permits patients and physicians to search within
a large set of potentially correlated experience goods. To estimate the parameters of
this learning process, I depart from standard dynamic programming solutions due to
computational limitations. Employing a forward-induction rule, I design an estimation
framework that accommodates the large choice set of the antidepressant setting.
With this framework, I measure the importance of a key trade-off in incentive design: policies which promote cheaper but less effective options may lead to decreased
adherence. When patients quit treatment early, they suffer from depressive symptoms
for longer periods. Patient health declines and the insurer’s long-run costs may increase. Managing this trade-off requires “value-based” copayment schemes or academic
detailing programs that emphasize treatment regimens that balance high efficacy with
tolerability.
35

As a sensitivity, I predict adherence in the setting where all copayments equal $0. The product
recommendations built from these rates are similar to those in the main analysis.
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9
9.1

Technical Appendix
Gittins’ Index rule

I consider a market with J options available. The outcome under j, Yj , is a draw from
a univariate distribution, f (y; θj ), where θj is an unknown parameter vector. Gittins
and Jones (1979) and the broader literature on “multi-armed bandits” sought to solve
the following basic but non-trivial question: how should a decision-maker select from
among the j choices in each period t to maximize the expected discounted sum of his
payoffs:
∞
X
Eθ1 ,...,θJ
δ t−1 Yt
t=1

for a given δ. Here, (θ1 , ..., θJ ) are unknown. Agents form independent priors, Π(j) , on
θj for j = 1, ..., J. The optimal allocation rule maximizes:
Z

Z
...

Eθ1 ,...,θJ

∞
X

!
δ t−1 Yt dΠ(1) (θ1 ) · · · dΠ(J) (θJ )

t=1

One can solve this sequence problem using a dynamic programming approach. Gittins and Jones (1979) and Whittle (1980) show that in the case in which agents form
independent priors on (θ1 , ..., θJ ) and several other conditions hold, there is a simpler
solution. The agent can apply a forward induction rule or “index” rule. He computes J
one-dimensional optimal stopping problems to determine the value of J indices in each
period t. The agent then chooses the option with the largest index. I describe briefly the
form of this index rule; the original contributions cited above provide detailed proofs.
In every period, the agent selects one of J choices and realizes an outcome Yjt . Let
ψ(t) represent the action the agent takes at t.36 I denote the number of times option j
has been selected up to and including period t as:
nj (t) =

t
X

1{ψ(t) = j}

s=1

I previously defined Π(j) as the agent’s prior beliefs on the distribution of θj . The
(j)
posterior distribution at time t for j after nj (t) outcome realizations under j is Πnj (t) .
36

From Chang and Lai (1987), the allocation rule, ψ(t) can be specified by a sequence of random
variables, ψ(1), ψ(2), ..., for periods t = 1, 2, ... such that the event ψ(t + 1) = j for j = 1, ..., J belongs
to the σ-field generated by the past observed sequence ψ(1), Y1 , ..., ψ(t), Yt .
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That is, the agent observes (Yj,1 , ..., Yj,nj (t) ) for the nj (t) periods when he selects j and
(j)
updates his prior beliefs on the distribution of θj from Π(j) to Πnj (t) .
Gittins’ Index is a function of the prior distribution of each independent option, j:
(R
G(Π(j) ) = sup
τ

)
 (j)
Pτ −1 s
Eθj
δ
Y
dΠ
(θ
)
j,s+1
j
s=0
R
Pτ −1 s  (j)
Eθj
dΠ (θj )
s=0 δ

where the supremum is over all stopping times τ = 1 defined on {Yj,1 , Yj,2 , ...}. After
(j)
nj (t) realizations under choice j, the Gittins’ Index for j becomes G(Πnj (t) ). The agent
(1)

(J)

need only calculate {G(Πn1 (t) ), ..., G(ΠnJ (t) )} at t. He then chooses the option with the
maximal G(.).
(j)
An alternative way to express Gittins’ Index given Π(j) =Π0 is as the infimum of
the set of solutions M of the equation:
Z
sup
τ

Eθj

( τ −1
X

δ

s

Z

µ(θj )dΠ(j)
s (θj )

+M

s=0

∞
X

)
δ

s

(j)

dΠ (θj ) = M

s=τ

∞
X

δs

s=0

where µ(θj ) = Eθj (Yj ), the mean outcome under j conditional on θ.
Intuitively, the agent solves an optimal stopping problem in which he decides between the choice j and a standard project that yields a constant reward, M (See Whittle
(1980) and Brezzi and Lai (2002)). This ‘retirement’ value is specific to each option.
The agent maximizes the expected discounted value of playing choice j for the optimal
(j)
number of periods τ given the posterior distribution Πnj (t) . In the remaining time from
τ forward, he receives M . The infimum of the set of solutions for M is equivalent to
(j)
the Gittins’ Index, G(Πnj (t) ) given a particular posterior distribution.
In the main analysis, outcomes take the following form:
Yj,t = µj + Wj,t , where Wj,t v N (0, σj )
Again, agents do not know θj for j = 1, ..., J at the time of the decision. They form
a prior distribution over θ, where θj = (µj , σj ). I reduce the dimensionality of θ =
(θj , ..., θJ ) by setting µj = zj0 β. Then, θ becomes θe = (β1 , ..., βk , σ1 , ..., σk ). Agents form
e
priors Π(r) for the r = 1, ..., k elements in θ.
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9.2

Diffusion Approximation to the Index Rule

To compute the index rule, I rely on a numerical solution provided by Chang and Lai
(1987). The authors numerically solve the optimal stopping problem underlying the
index rule by using a change of variables to reframe the problem as a Brownian motion.
Chang and Lai (1987) carry out Monte Carlo simulations to demonstrate the robustness
of this numerical solution.
The closed form approximation to the optimal stopping boundary in the Brownian
motion problem takes the following form in the finite horizon case:

h(s) =

















{2 log(s−1 ) − log(log(s−1 )) − 1og(16π) + ...
.99 exp(−.038s−1/2 )}1/2 if 0 < s ≤ .01
√
−1.58 s + 1.53 + 0.07s−1/2 if .01 < s < .28
−.576s3/2 + .299s1/2 + .403s−1/2 if .28 < s ≤ .86
s−1 (1 − s)1/2 {.639 − .403(t−1 − 1)} if .86 < s ≤ 1

















where s = t/T , with T the finite horizon and t the point in the episode along the
sequence to T .
In the discounted infinite horizon case, Chang and Lai (1987) replace s with (1−β)−1
and replace the closed-form h(s) with ψ(s):

ψ(s) =

















9.3

p
s/2
if s ≤ 0.2
−1/2
.49 − .11s
if 0.2 < s ≤ 1
.63 − .26s−1/2
if 1 < s ≤ 5
−1/2
.77 − .58s
if 5 < s ≤ 15
{2 log(s) − log(log(s)) − log(16π)}1/2
if s > 15

















Procedure for Second Stage Standard Errors

I design a procedure to approximate the 2-step maximum likelihood asymptotic variancecovariance matrix derived in Newey (1984) and Murphy and Topel (2002). The two-step
estimator satisfies the following conditions on the log-likelihood of the outcomes, Y :
X ∂L1 (Y1 ; θb1 )
i

∂θ1

= 0,

X ∂L2 (Y2 ; θb1 , θb2 )
i

∂θ2

=0

In cases where θb1 is a consistent estimate of θ1 , if the true parameters are (θ1∗ , θ2∗ ), the
P
second stage maximization of n1
L2 (Y2 ; θb1 , θ2 ) with respect to θ2 is equivalent to the
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P
L2 (Y2 ; θ1∗ , θ2 ). Using expansions around (θ1∗ , θ2∗ ) and relying on the
maximization of n1
Central Limit Theorem to find the joint distribution of the the partial derivatives of the
likelihood functions, one can derive the variance of the limiting normal distribution for
θb2 . It is a complex function of the partial derivatives of the likelihoods; these derivatives
are difficult to compute in my setting. I approximate this solution using a Bootstrap
resampling procedure (See Efron and Tibshirani (1993)). Simulation here is particular
straightforward given that I have in storage draws from the posterior distribution of
the mixed logit parameters, a consequence of my Bayesian MCMC procedure from the
initial stage. I carry out the following steps:
1. Save the estimated hyperparameters of the βi normal distribution in the matrix
θ, where θ = (E(βi ), var(βi )). From the Bayesian implementation of the mixed
logit estimation, I will have S draws on θ saved, along with S draws on the fixed
coefficient vector, α. I set S = 100.
2. For each of the ss = 1, ..., S vectors of parameter draws of (θ, α), take a draw
of β|di1 , Xi , Zi , θ, α from its conditional posterior distribution using a MetropolisHastings approach. Label it βei . Collect this for each individual in the sample,
conditioning on individual i’s initial decision, di1 . I set a sample size of 3000
drawn from the full sample of patients using a multinomial distribution.
3. With (βei , α) for draw ss on θ, maximize the 2nd stage likelihood for the sample
of 3000 patients.
4. Repeat steps 1-3 for Ns samples drawn from the full sample of patients using a
multinomial distribution. I set Ns =20.
5. Save the vector of model variances that the optimization finds for each of ss = 1 :
S and nn = 1 : Ns . The vector of model variances accounts for sampling variation
in the initial stage mean parameters and in βi around its mean. The standard
error across these points approximates the standard error of the 2nd stage model
estimates.

9.4

Determining the Dollar Value of Symptomatic Relief

To assign a dollar value to the relief of symptoms that prescription drug treatments
provide, I carry out the following procedure.
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First, I save the predicted sequence of treatments for 10,000 patients from the simulation of the baseline policy and five counterfactual policies. I divide the sample of
patients in each counterfactual into 5 categories based on the treatments used within
their episode: (1) no drug care; (2) use of a TCA for one month or less, followed by exit
from drug care; (3) use of a TCA for greater than one month; (4) use of any non-TCA
or second generation drug class for one month or less; and, (5) use of any non-TCA
drug class for greater than 1 month. I choose these divisions to match a subset of the
treatment categories studied by Berndt et al. (2002). They employ a panel of medical experts to rate the likelihood of both full and partial recovery given a patient’s
background and a treatment regime and duration. For example, in Table 1 of Berndt
et al. (2002), treatment under an SSRI with 1-3 office visits produces a probability of
full remission of .20, and a probability of partial remission of .45 over 16 weeks. If the
SSRI treatment lasts for greater than 30 days, those probabilities increase to .28 and
.60, respectively.
Given the probabilities of full and partial remission over 16 weeks for each of the 5
categories above, I calculate the expected number of weeks out of 16 that an individual
suffers either the full symptoms of depression or partial symptoms. I follow a similar
procedure to that of Cutler (2004). Following the medical literature, I set the recovery
rate at 0% in the first two weeks of treatment, before an antidepressant takes full
effect. In every week for the next 16 weeks, I set a fixed rate of full and partial recovery
for those who have yet to recover such that the share of full and partial recovery
patients at the end of the 16 week period equals the median rate predicted by the
expert panel in Berndt et al. (2002) for the category of treatment. I then use these
per-week probabilities to calculate the expected number of weeks without full or partial
recovery. In the case without drug care, the patient suffers from depression for 11.9 out
of the 16 weeks, with partial recovery in an additional 2.8 weeks. The expected weeks
of depression and of partial depression for drug treatment differ a bit by the type and
duration care: with less than one month of TCAs or SSRIs, the expected number of
weeks equals approximately 10.3 and 3.9; for longer duration on SSRIs, the expected
number of weeks of full and partial depression change to 7.4 and 5.9, respectively.
Given the expected duration of complete or partial depressive symptoms, I multiply
the savings in “depression weeks” against the quality disutility from depression, estimated in Lave et al. (1998) to equal -.41 for full depression. That is, patients equate 10
years living with depression to roughly 6 years living without depression. As in Cutler
(2004), I set the disutility from partial depression at half the full depression rate. Multi49

plying this savings in utility against $100,000 as the value of a year of life, I find the per
patient dollar value of treatment in each of the four treatment categories, normalizing
by the dollar value of no treatment. I multiply this by the share of patients in each
category in a particular counterfactual, summing across categories to get a total dollar
savings. Dividing by 10,000, I have the 16-week dollar savings of an average patient
under the counterfactual policy from decreased depressive symptoms. I report these
results in Table 9.
The counterfactual policies change the distribution of treatment types, driving the
observed differences in the dollar value gained. When a policy increases adherence and
promotes use of SSRIs, for example, patients shift toward treatment regimens with
higher recovery probabilities; the effect is to increase the expected number of weeks
with a relief of symptoms in the counterfactual relative to the baseline.
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